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Abstract

Publications still are regarded as a major measure of R&D output.  Debates rage over the relative quality of publications in journals, conference proceedings, book chapters, the media.  Grey literature is emerging as an important component.  Despite the move of journals and conference publications to electronic versions accessed online, rising prices and reducing library budgets are revolutionizing the market: eprints and self-archiving extended with e-annotated peer-review are preferred in some disciplines.  CERIF 2000 provided only linking relations from project, person and orgunit to a publication primary key which in turn linked to the URI (as URL or conventional reference) of the publication.  Since 2000 there has been discussion on how best to represent research publication output.  This paper presents a proposal involving classification and annotation for statistical review of research output and improved quality of grey literature respectively.
1 Introduction

Publication of research results has been a mainstay of the development of human technological culture for 5000 years.  Early Hittite clay tablets representing inventories (early database) and the Phaestos wheel representing a prayer or poem lead to Trajan’s column recording history (or at least his version of it) and The Book of Kells and onwards through the Domesday Book (another database) to the drawings and writing of Leonardo da Vinci (technical reports).  

The availability of inexpensive printing provided an opportunity for explosive growth; some measure of quality was required. Learned societies criticized publications, often when in manuscript form and read to an audience,  leading to the current peer-review process.  Today a hyperlinked multimedia eprint with executable code and associated datasets may be reviewed by anyone adding an e-annotation.  

The process of externalizing the concepts in the researcher’s mind, of recording them and associated experimental results or observations, preserves the result of the work beyond the lifetime of the researcher and also makes it replicable and distributable.  Some philosophers claim that this ‘preserved external memory’ is the major distinguishing feature of humans.

2 Publications

2.1 Kinds of Publications

Publications of interest to the R&D community are very varied.  In a physical dimension there are ancient publications on stone, papyrus, vellum and other materials leading through paper to electronic digital material.  In the subject dimension they vary through all the areas of R&D: arts and humanities, social and economic science, physical and natural sciences, engineering and technology, mathematics and philosophy.  In the mechanism dimension there are book chapters and books, articles in journals, conference proceedings and workshop proceedings, technical reports (including instructions and methods extending to computer programs), popular media reports and multiple mechanisms considered outside of the R&D publications field such as publicity or marketing material. These latter groups of publications, outside conventional R&D publishing, are commonly referred to as grey literature (Jeffery 1999, Jeffery, Asserson and Revheim 2000)  In the detail dimension there are abstracts, summary/review articles and full articles.  Most publications reference previous related work by the author(s) or others and may also reference more detailed material such as datasets, computer programs, laboratory notebooks, museum collection artifacts and grey literature.

In addition there are project proposals submitted requesting funding; these usually contain much useful R&D information but usually are unavailable until a project is funded, at which time at least a summary becomes available. This is usually stored in the project entity in a CRIS (as title and abstract) rather than the publication entity although the full version of the application (and the referee reports) could be stored there in this CERIF extension proposal.

2.2 Peer Review Process

2.2.1 Introduction

The need to record the step in the scientific process in which a hypothesis (a proposed idea based on observation or experiment) evolves to a theory (commonly accepted hypothesis) has led to the peer review process as we know it.  However, the process varies greatly by discipline and in some cases by geographic region.

The basic process is as follows: the author submits the article for publication; the receiving organization appoints independent anonymous reviewers; the reviews are collected and discussed; the author is notified of the result which may be publication, rejection or various in-between states involving rewriting.   As an aside,  a similar process is used to review project proposals for funding.

2.2.2 Problems

Although this process, evolved over a long period of time, may be the ‘least-worst available’ it does have problems.  The reviewers not uncommonly have strong views on the topic and may be unwelcoming to new and different ideas; the community of experts in a given area is small and competitive; the reviewers are likely to be more senior and therefore very busy people and thus may not devote sufficient time to the review.  The cloak of anonymity allows the reviewer to express clearly and directly her view, but also leaves the review unchallenged.  Many reviews are neutral indicating either that the reviewer does not really understand the subject or that she is being polite.  On the other hand, some reviewers utilise the cloak of anonymity to attack rivals on dubious grounds.  

2.2.3 Solutions

Various techniques have been tried to overcome the problems.  Anonymous submission should make personality problems redundant; in fact an expert in any field knows the writing style and likely references of the submitting author.  Non-anonymous refereeing should provide a basis for challenge and debate; in fact it results in anodyne reviews which do not advance the field of research at all.

A novel approach has been tried recently, only possible because of the emerging technology.  An eprint article can have attached to it e-annotations by anyone who reads it and wishes to review it.  The reviewers are identified and a lively discussion may take place involving the author and multiple reviewers.  This approach is a modern, electronic distributed equivalent of the old learned society discussion over a read paper in the 19th century.

2.2.4 Peer Review Comparison

There is a serious problem facing those who would wish to compare the quality of published articles across (and in some cases within) scientific discipline.  For example, how does one compare an abstract published in the proceedings of a medical conference with a full paper in a computer science conference?  Is the full paper associated with the medical abstract and published in a journal 2 years later of higher or lower quality than a revised version of the computer science conference paper published in an edited collection of  significant papers in a particular computer science subject area published as a book?  This is discussed further below.

2.3 Recording of Publications

There is a well-defined need to record the existence of publications and to preserve the publication itself.  The destruction of collections (notably the Alexandria library) has taught us the need for replication and cataloguing.  The thesis is that preservation of the research output, and provision of easy access to it, will ensure researchers do not waste effort rediscovering knowledge already available.  In fact since the mid 20th century  it was probably more cost-effective to rediscover because of the lack of easy access to the publications.  One is surprised continually by the lack of knowledge of ‘the literature’ in a subject area by young researchers.  The digital revolution and the availability of digital versions of the full article – facilitated by WWW - is now rebalancing this situation.

3 Publications as a Measure of Research Output

3.1 Introduction

There is competition for positions in universities and research institutions and one measure of the quality of a researcher is their publication output.  Similarly, a university, a faculty, a department or group may well be quality classified by the publication output (possibly in addition to product and patent output and output of trained postgraduates and postdocs).  It is thus critical that a scheme exists to measure quantity and quality of publications such that comparisons can be made within discipline within country (is the bioinformatics group at Oslo as good as the bioinformatics group at Bergen), within discipline between country (is the bioinformatics group at Oslo as good as the bioinformatics group at Oxford) or across disciplines within and between countries.
3.2 Publication Ranking

Within each sub-discipline there is usually a community-accepted ranking of publications.  For example, in Databases most would consider a VLDB conference publication to be more prestigious than one in EDBT and certainly more than one in BNCOD.  This is based largely on the ratio of submitted to accepted papers observed over a period of time: VLDB is typically 15%, EDBT 20% and BNCOD 40%.  However, comparing this with conference publications in, say, computer graphics is extremely difficult – although the acceptance ratio does provide a measure.

Journal publications in this same sub-discipline generally have a lower perceived importance (but maybe higher quality) because many publish revised, lengthened so providing fuller explanations and updated (reflecting later work) versions of conference papers.  This is in contradistinction to many disciplines and sub-disciplines where journal publications are considered of higher quality than conference proceedings publications.

 Comparison of a conference proceedings publication with a journal publication in the same sub-discipline is difficult. On the basis of acceptance ratio in the databases sub-discipline, conference publications are much more significant than journal publications.  Comparison across disciplines or sub-disciplines is even more difficult because of the differing quality perceptions.

It should be noted that the rank of a publication depends not just on quality; importance is also a factor (usually only measurable years later) as is immediacy (timeliness), relevance (to pressing problems in the discipline), readability (easily understood) and accessibility (readily available).

3.3 Citations 

One apparently neutral mechanism for assessing publications is citations. These purportedly indicate the number of authors of other publications referencing the publication being ranked.  There are several problems with citations; the number of publication channels scanned for citations, the frequency of scanning, the quality of those channels and the kind of citation (positive or negative).  The ISI Citation Index is widely used but for most modern disciplines (and non-natural-scientific disciplines) is very incomplete in coverage.

The WWW has provided a technological opportunity; it is possible to trace the number of hyperlinks to a given page.  If the target page is the publication being ranked this provides a mechanism for ranking the page. As an aside, this is one of the bases for the success of Google as a search engine.  This technique is independent of discipline.  However, the major problem is that the databases of e-versions of journal and conference publications are inaccessible.  The rise of the open archiving and self-archiving initiatives, coupled with the increasing use of eprint servers will progressively overcome this situation. Meantime, a ‘mixed economy’ of ISI for conventional publications and Google scores for eprints has yet to be accepted as a ranking basis by appropriate authorities.

4 Recording of Publications

4.1 Bibliographic Databases

Bibliographic databases are usually a catalogue of the holdings in a particular repository such as a library.  The full publications are rarely available in the database; usually only metadata is provided.  This provides a brief description of the work (associative descriptive metadata) and where to find the work (navigational metadata).  Sometimes associative restrictive metadata (e.g. rights or price) is stored – for example in a bookshop catalogue.  There is one problem with many such databases; they may record the physical ‘stealable item’ that exists on the shelves but it, itself, may be a collection of works (e.g. papers in a journal issue) and the papers themselves may well not be recorded in the bibliographic database.  The rapidly increasing availability of e-journals, with searchable indexes, is overcoming this problem.

4.2 Metadata

Metadata is a key technology for handling research results as publications.  Metadata has been classified generally (Jeffery 2000) and that classification has been mapped to CRIS (Jeffery, Lopatenko and Asserson 2002).  The separation of schema metadata (to ensure integrity and quality of the referenced data) from navigational metadata (to access the referenced data) from associative metadata (to describe the referenced data, to restrict access to the referenced data and to provide supportive contextual data to utilize the referenced data) is of paramount importance for advanced electronic handling of bibliographic information.

The generation of the metadata for a publication is problematic; some automated methods exist but at best they assist the process and do not provide a complete solution.

In the world of scholarly publications, the best known metadata is that of the MARC standard (which has geographic variants) (MARC).  However, there are other extended cataloguing metadata variants and a detailed model has been published by IFLA (IFLA) while in WWW publishing the recommended metadata is Dublin Core (DC).  In fact DC is machine readable but not machine understandable and a formal model overcoming these problems and a compatible extension to CERIF was proposed in (Jeffery 1999).

4.3 Full Publication

The storage in electronic digital form of the full publication (text, multimedia) has become realisable with the decreasing cost of digital storage and processing.  Access is becoming feasible with the improving internet and superposed technologies for portal access, indexing and hyperlinking.  With full publications available, automated generation of metadata becomes easier.  Furthermore, deep indexing (e.g. complete inverted list of all text words, characterisation of images or audio material) becomes possible.  These technologies improve dramatically the precision and completeness (relevance and recall) of retrieval of publications of interest.  However, these benefits are realized fully only if the publications are structured in such a way that the metadata can be identified clearly and unambiguously. The increasing use of XML (based on the earlier SGML) for document representation and as the form for document storage should ensure this.

5 Publications in CRIS

5.1 CERIF2000

CERIF2000 did not address fully the issue of recording research output as publications.  With the aim of reducing duplication, CERIF2000 provided through a primary key mechanism linking relations to any bibliographic database and thence onward to the publication itself from Project, Person and Orgunit.  This mechanism was sufficient to allocate conventionally-published articles to the originating people and organizations for the purposes of research output comparison.

	Result_Publication
	Result_PublicationId
	char(32)
	m,pk
	unique identifier

	Result_Publication
	Date
	date
	m
	year of publication

	Result_Publication
	Reference
	char(512)
	m
	reference 

	Result_Publication
	ReferenceType
	char(12)
	m
	reference format e.g. vancouver, APA, BibteX

	Result_Publication
	Type
	char(16)
	m,fk
	 

	Result_Publication
	URI
	char(128)
	o
	Publication homepage


However, the CERIF2000 mechanism is insufficient in two dimensions: a) it does not provide a convenient mechanism for recording grey literature or any research output not registered through conventional publishing and b) for the conventional publishing case it does not make the publications available to the end-user unless they have already negotiated access permission to the appropriate bibliographic databases.  Finally, CERIF2000 does not store within the data model even rudimentary metadata concerning the publication thus making it useless for statistical comparisons of research output by subject area.  The following proposal is independent of, and parallel to, the existing CERIF2000 entity Result_Publication.

5.2 Proposal

5.2.1 Introduction

Since the production of CERIF2000, in 1999, the authors have been working on schemes to produce a CERIF-compatible extension to handle publications in such a way that: a) the end-user has convenient access to the metadata and ideally onward to the publication itself wherever possible; b) the end-user can treat statistically the metadata representing the publications; c) the field of conventional publishing is represented but also grey literature; d) hyperlinked multimedia data is handled.

The original CERIF-compatible extension proposal (Jeffery 1999) is inadequate in one aspect: it does not provide for information associated with the use of a publication in terms of, for example, citations or weblinks or the quality of a publication in terms of acceptance rates for the journal or proceedings.

5.2.2 The Original CERIF-Compatible Proposal

This is perhaps best represented by a table comparing ‘normal DC’ with the ‘formalised DC’

	DC
	Formalised DC

	
	<UNIQUEID> RAL92-003 </ UNIQUEID >

	<TITLE> A Distributed Architecture to Provide Uniform Access to Pre-Existing Independent, Heterogeneous Information Systems </TITLE>
	<TITLE> <language> en </language> <title> A Distributed Architecture to Provide Uniform Access to Pre-Existing Independent, Heterogeneous Information Systems </title> </TITLE>

	<CREATOR> Naldi F, Jeffery K G, Bordogna G, Lay J O, Vannini-Parenti I</CREATOR>


	<PERSON><role>author</role><person>Naldi F</person></PERSON>

<PERSON><role>author</role><person> Jeffery K G</person></PERSON>

<PERSON><role>author</role><person>Bordogna G</person></PERSON>

<PERSON><role>author</role><person>Lay J O</person></PERSON> 

<PERSON><role>author</role><person>Vannini-Parenti I</person></PERSON>

	<SUBJECT>Current Research Information Systems; legacy; heterogeneous; distributed; protocol; communications; data; exchange</SUBJECT>
	<SUBJECT><language>en</language>  <scheme> RALClassification </scheme> <subject> Current Research Information Systems </subject> </SUBJECT>

	
	<KEYWORDS> <language> en </language> <scheme> UKThesaurus </scheme> <keywords>  legacy; heterogeneous; distributed; protocol; communications; data; exchange </keywords> </KEYWORDS>

	<DESCRIPTION>A system named EXIRPTS has been built which demonstrates access over distributed multilingual information systems of R&D projects.  The system resolves problems of resource location and utilises a catalog technique for metadata which allows the end-user to have a homogenous view over heterogeneous information</DESCRIPTION>
	<DESCRIPTION>  <language> en </language> <description> A system named EXIRPTS has been built which demonstrates access over distributed multilingual information systems of R&D projects.  The system resolves problems of resource location and utilises a catalog technique for metadata which allows the end-user to have a homogenous view over heterogeneous information </description> </DESCRIPTION>

	<PUBLISHER>Rutherford Appleton Laboratory, Chilton, Didcot, Oxfordshire, OX11  0QX UK  </PUBLISHER>
	<ORGUNIT><role>publisher</role><orgunit> Rutherford Appleton Laboratory, Chilton, Didcot, Oxfordshire, OX11  0QX UK </orgunit> </ORGUNIT>

	< CONTRIBUTOR> Wright, L, Daniels,T  </CONTRIBUTOR>
	<PERSON> <role> contributor </role> <person> Wright, L </person> <role> proofreader </role> <person> Daniels, T  </person> </PERSON>

	<DATE>1992</DATE>
	<COVERAGE TEMPORAL> <project> 1988-1991 </project> <publication> 1992 </publication> </COVERAGE TEMPORAL>

	<TYPE>Technical Report</TYPE>
	<RESOURCETYPE> <scheme> RALLibrary </scheme> <language> en </language> <resourcetype> Technical Report  </resourcetype> </RESOURCETYPE>

	<FORMAT>Word2</FORMAT>
	(note handled by conventional MIME typing)

	<IDENTIFIER>RAL 92-003</IDENTIFIER>
	<RESOURCEIDENTIFIER> <scheme> RALLibrary </scheme> <resourceidentifier> RAL92-003 </resourceidentifier>  <scheme> referencelist </scheme> <resourceidentifier> [NaJeBoLaVa92] </resourceidentifier> </RESOURCEIDENTIFIER>

	<SOURCE > [null]


	Note: done using relationships between resources referenced by UniqueId

	<RELATION> [JeLaMiZaNaVa89] </RELATION>
	<uniqueid> <RAL92-003> </uniqueid> <role> preliminary investigation </role> <uniqueid> [JeLaMiZaNaVa89] </uniqueid>

	<COVERAGE> Europe,1983-1991 </COVERAGE>
	<COVERAGE SPATIAL> <scheme> LatLong </scheme> <coordinates>10W35N-30E80N </coordinates> <precision> 5degrees </precision> </COVERAGE SPATIAL>

<COVERAGE TEMPORAL> <scheme> years </scheme> <constraints> [1983<x>1991] </constraints> </COVERAGE TEMPORAL>

	<RIGHTS> Copyright Rutherford Appleton Laboratory 1992 </RIGHTS>
	(note handled separately with access, privacy security etc)


This table demonstrates clearly the additional formalisation with language and schemes used commonly to make precise each element where applicable.  Furthermore repeating groups of values are handled consistently and the more complex relationships such as person (in roles author, editor, contributor) are handled correctly and flexibly using a consistent method (binary linking relations) as in the rest of CERIF.

5.2.3 The New Extension

Since this work there have been several developments, mainly to make more precise the associative restrictive metadata and the associative descriptive metadata for classification and evaluation  in the light of further experience of actual and potential uses:

a) more work has been done on the restrictive associative metadata and the following is proposed:

	DC
	Formalised DC

	
	<UNIQUEID> RAL92-003 </ UNIQUEID >

	<RIGHTS>
	<UNIQUEID> <SECURITYSCHEME> <SECURITYLEVELCONSTRAINTS>

	<RIGHTS>
	< UNIQUEID > <PRIVACYSCHEME> <PRIVACYLEVELCONSTRAINTS>

	<RIGHTS>
	< UNIQUEID > <ACCESSRIGHTSSCHEME> <ACCESSLEVELCONSTRAINTS>

	<RIGHTS>
	< UNIQUEID > <CHARGINGSCHEME> <CHARGEAMOUNT>


WHERE <CHARGEAMOUNT> is extended with sub-elements as follows:

<CHARGEAMOUNT> <currency> <amount> </CHARGEAMOUNT>

b) more work has been done on quality assessment metadata and in particular an annotation capability, especially for eprints, and the following is proposed:

	DC
	Formalised DC

	
	<UNIQUEID> RAL92-003 </ UNIQUEID >

	
	< UNIQUEID > <relation>  <ANNOTATION> <PERSON>


where <ANNOTATION> is extended with sub-elements as follows: 

<ANNOTATION> <language> <representation> <format> </ANNOTATION>

and 

<PERSON> may be extended with the additional subfield <DSig> for digital signature.

c) Much additional work has been done on quality assessment metadata to allow the end-user to do analyses of publication performance.  The following is proposed:

	DC
	Formalised DC

	
	<UNIQUEID> RAL92-003 </ UNIQUEID >

	
	< UNIQUEID > <CLASSIFICATIONSCHEME> <CLASSIFICATIONVALUE>


Where <Classification Scheme> may be ISI SCI (scientific citation index) or Google links to the page or anything else.  In practice this would be integrated with the general classification scheme over all CERIF attributes as agreed at the EuroCRIS CERIF Task Group May 2003 meeting.

It should be noted that these new entities have as their primary key <UNIQUEID> which actually identifies the metadata record, NOT the publication itself being described by the metadata (which is a foreign key in the formalized DC <RESOURCEIDENTIFIER>.  Clearly the structure (Fig 1) allows the designer to add as much or as little metadata content as required depending upon the application.

6 The Way Forward

This scheme is now being implemented progressively at CCLRC to assess its utility in practice.  UiB has already an implemented system extending CERIF for publications specifically for their purposes of publication assessment.  However, UiB is assessing the data model proposed here with a view to migrating to it.
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Fig 1: Proposed CERIF Publication Metadata Record based on Formalised Dublin Core

It should be noted that, like Project, Person, Orgunit, UniqueId has the capability of a recursive relationship to itself.  This means metadata describing a publication can be related to other metadata describing the same publication or to metadata describing a different publication.
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