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Abstract 

 

The proliferation of commodity multi-core systems, clusters and Grids  has the potential to enable  more 

rapid and more complex applications, as new programming models emerge. In both science and business 

circles, there is a resurgence of interest in application models that can be applied to both local and distributed 

concurrency capabilities, thus going beyond the traditional dual approach to programming-in-the-small, for a 

single component or module, and programming-in-the-large, for a distributed application or a workflow.  In 

this article we look at some recent advances in concurrency and composition programming models that are 

making building complex applications easier. We first provide an overview of concurrency, parallelism and 

distribution from different perspectives, and compare Grids and “Cloud Computing”.  We then look at a 

couple of frameworks for building applications that are composites of components or services, in particular 

their concurrency features. Finally we give an overview of a model that combines the same coordination and 

scheduling primitives for dealing with concurrency both locally and across distributed systems.  

 

1. Introduction 
 

The continuous increase in computing, storage and network bandwith capacity made available by scientific 

Grids such as EGEE[1] and utilily “Compute Cloud” (CC) platforms[2] has presented new challenges in 

distributed application programming. This challenge is exacerbated by the rapid proliferation of multi-core 

processors on desktops and even laptops, resulting in a fundamental shift towards “parallel programming for 

all”. Although parallel techniques such as OpenMP[3] and the Message Passing Interface (MPI)[4] are 

widely  used for solving complex problems on either massively parallel supercomputer or compute clusters,   

they are not sufficient, on their own, for the effective exploitation of Grids of multi-core processors.  

 

Grids are currently mostly used to solve massively data-parallel problems. For more complex functional 

parallel applications (workflows) that are made of interacting components (processes, jobs or service 

instances), it is still common for developers to address parallelism, distribution and concurrency as separate 

issues on a line-by-line basis, targeting a specific architecture or system topology. This often  results in 

applications that are not easily ported to another infrastructure topology. Ideally, a topology-independent 

model that allows instances of the application to adapt dynamically to the underlying infrastructure, would 

go a long way to easing the life of developers and democratising High Performance Computing. 

 

In this article we look at the trends that are going beyond current practices, and examine the problem of 

composing/decomposing internet-scale distributed applications from/into smaller interacting components. 

We do not deal with scientific applications specifically, but look at the more general purpose Service 

Oriented Architectures (SOA)[5] frameworks that are common today. In SOA, an application is composed of 

services that have well defined interfaces and communicate using interoperable Web Services protocols. 

Services themselves may be composed of other (potentially distributed) services or may simply implement a 

single task or a set of tasks. As the Web Services specifications mature, new models and tools that can 

handle the whole spectrum from programming-in-the-large to programming-in-the-small[6] are emerging,  

allowing developers to concentrate on their applications rather than the underlying infrastructure topology. 

 

 In the next section we start by looking at parallelism, distribution and concurrency from an application 

decomposition point of view, since there is some confusion in the literature in the interpretation of these 

terms. We then  briefly explore the differences and similarities between Grids and  existing offerings of 

commercial Compute Clouds. In sections 4 and 5 we give an overview of two major SOA workflow 

frameworks that are gaining in popularity and adoption,  namely WS-BPEL (Web Services Business Process 

Excecution Language)[7] and Windows Workflow (WF)[8]. We  will not cover all the details but merely 

concentrate on their concurrency features and main difference between them. We then look at an example of 

a new breed of models, namely CCR/DSS (Concurrency and Coordination Run time /Decentralized System 
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Services)[9], that are bringing the idea of a single concurrent programming model for local parallel and 

distribued systems nearer to reality. We finish with a discussion on the trend towards productivity and ease 

of porting to different infrastructure topologies. 

 

2. Concurrency, Parallelism and Distribution. 

 

In theory, parallel computing is simple and consists of running independent tasks on multiple procesors or 

machines in order to increase throughput, thus saving time and money, and enabling previously unadressable 

problems to be tackled. In reality designing applications for parallelism is quite complex, with different 

approaches and different execution runtimes being used for clusters, grids and multi-core systems. This 

complexity has not been helped by the confusion in the use of some common terms such as concurrency, 

parallelism and distribution. We provide next a clarification of this terminology.  

 

The term concurrency is commonly used today in reference to multi-core systems, but in general it refers to 

computational tasks that are executing at the same time and potentially interacting with each other[10]. It 

covers both tightly coupled parallel systems as well as loosely coupled distributed systems. But concurrency 

does not necessary imply parallelism or distribution, the “illusion” of concurrency can  be achieved on a 

single sequential machines by use of time-sharing techniques as experienced by anyone who has used a 

modern operating system on a single CPU machine.  

 

Technically Parallelism[11] is the subset of concurrency that is concerned with the execution of a complex 

task on multiple processors, multi-cores, or multiple computers, and therefore excludes the single processor 

“illusion” of concurrency. In practice Parallelism is most commonly used (but not exclusively) to describe 

fine grained parallel tasks that are executed on single multi-core or multi-processor systems.  Only tasks that 

can be broken into pieces that are executed in parallel and then combined (e.g. adding two vectors) are 

suitable for parallelism. A range of programming techniques are used in this contex ranging from the 

complex and error-prone use of threads[12] to the high-level programming languages such as  High 

Performance Fortran (HPF)[13].  Often parallelism is classified according to the granularity of the problem. 

Granularity refers to the ratio of computation to communication needed by a task or a sub-task. Fine Grained 

therefore refer to relatively small tasks or sub-tasks. 

 

APPLICATION TYPE TYPICAL 

PROGRAMMING 

MODEL 

 

NOTES 

Functional Parallel 

Distributed Applications 

Workflow Other models that fall in this category include Web 2.0 

mash-ups.  

Data Parallel Distributed 

Applications 

Master/Worker 

frameworks 

MapReduce[14] from Google and Yahoo is  a popular 

model for data parallel applications. Dryad[15] from 

Microsoft is a general pupose distributed execution 

engine, also for data parallel applications. 

Distributed memory 

Cluster Computing 

MPI While MPI is the traditional programming model for 

distributed memory clusters, new techniques are also 

being adopted including Workflow and Master/Worker 

frameworks. 

Shared memory Multi-

processor computing 

OpenMP Although OpenMP is typically used for shared memory 

programming and  MPI for distributed memory, Some 

Partitioned Global Address Space (PGAS) based 

languages, such as Chapel[16], X10[17] and 

Fortress[18] combine features from both. 

Table 1: Four levels of parallelism as embodied by popular programming, deployment and runtime models. 

 

 Distribution [19] is the subset of parallelism that uses multiple computers and therefore excludes 

parallelism on single multi-core and multi-processor computers. It correspond to the coarse-grained, loosely 

coupled  end of the spectrum. A distributed application is usually spread over many machines at more than 

one location and its components tend to have a ratio of computation to communication that is much higher 

than in the finer-grained and more tightly coupled parallelism. In addition to communication reliability and 
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latency, the machines might also span different administrative domains. There are other new concerns for 

distributed applications, such as location of data with respect to computation and security.  Coordination and 

synchronisation of concurrent distributed computation or data tasks, are also not trivial. From  the 

programming models and tools perspective for distributed applications,  we are still at the manual-approach 

stage, although a lot of progress is being made in SOA-based programming frameworks[9].  

 

Table 1 illustrates four levels of parallelism that correspond roughly to existing programming and 

deployment models and their corresponding runtime, with the lowest level corresponding to a single 

machine, the middle levels to a cluster and the top level to a Grid of single machines, clusters or other Grids. 

This division is however only approximate, since, for example, MPI can equally be used on a multi-

processor or multi-core system, workflows can be used on clusters and a functional language like Erlang[20] 

can be used for both concurrency and distribution.   

 

3. Grids versus Compute Clouds 
 

Before we look at some of the technical details, some clarification is also needed on the infrastructures these 

applications are targeting.  In addition to scientific Grids, there are various offerings from the commercial 

Compute Clouds (CC) world with various capabilities, some exposing general purpose infrastructure such as 

compute and storage services (e.g. Amazon Web Services)[2], while others offer hosting services for web 

applications while hiding the compute and storage management concerns from the developer. Some detailed 

comparisons between Grids and CC are available [21]. 

  

Both Grid and Compute Cloud infrastructures are accessed through a number of well defined service 

interfaces, but differ in the amount of flexibility offered to the user and the approach to executing and 

administering running applications.  Grids tend to focus more on the traditional concept of a batch job 

combined with a distributed file system. A workload management system takes care of running jobs on 

suitable resources and handling input and output data. However, deploying new services on to a Grid would 

require the intervention of an administrator and is not the norm on most current Grids. Often users need to 

incorporate their own services as part of their application, and might need to provision and administer their 

own infrastructure in order to do that.  

 

 Infrastructure Compute Clouds (CC)  (e.g. AWS), rely heavily on virtualization[22] technologies to provide 

scalable virtual private machines (using Xen[23] in the case of AWS). AWS  allows users to requisition 

specific machines, load them with custom application environments, manage access permissions  and run 

instances of these applications [2]. As such, infrastructure CC computing provides more control and 

flexibility on the type of job or application instances that can be deployed and run, but leaves the burden of 

building and managing complex application instances to the user. Grid users looking for incorporating 

additional services with the Grid might find infrastruture CC a better alternative than the costly and lengthy 

process of buying and managing their own additional infrastructure. 

 

The next stage in ease of use and lack of flexibility is the hosting CC type from the major vendors, such as 

Google’s AppEngine[24]. The user writes, tests and deploys an application and the CC takes care of issues 

such as provisioning, scalability and fault tolerance. These type of CC offerings go beyond the traditional 

hosting platform by adding new capabilities such as BigTable[25] on Google. Being distributed over many 

machines, BigTable scales easily (from the user perspective) and allows the creation of  tables with millions 

of entries, that can  be queried by millions of users. Such proprietary capabilities also imply a lack of 

portability to other Grids and CC, since BigTable is only available on Google, and cannot currently be ported 

to another Grid or CC infrastructure. Other major vendors that have Cloud Computing offerings include 

IBM[26] and Microsoft[27]. 

 

In addition to  capability, scalability and ease of use,  there are other factors that can shift the balance 

between, Grids CC or private infrastructure. A major factor for most medical, industrial and financial 

applications  are issues of security and privacy. Lack of portability to other infrastructures and the resulting 

dangers of vendor lock-in are becoming a major concern as the number of different CC flavours grows. In 

this context a SOA design approach to distributed applications has many advantages. By hiding the 

complexities of service implementation, SOA makes secure, distributed application programming much 

easier for developers, by allowing each service to  be hosted on the best infrastructure that meets all 
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technical, regulatory and security requirements.  Two general-purpose workflow programming models that 

are currently available for composing  SOA applications are  WS-BPEL[7] and Windows WF[8]. 

  

4. Web Services Business Process Execution Language (WS-BPEL) 
  

WS-BPEL[7] was designed in order to help bring about the full potential of Web Services for distributed 

systems integration. This is achieved by augmenting the Web Services Description Language (WSDL)[28], 

which is essentially a stateless model for uncorrelated one way or request-reponse interactions, with stateful, 

long running interactions involving two or more parties. The ability to specify exceptional conditions and 

their consequence on distributed activities, including recovery sequences is an integral part of the language.  

At the heart of WS-BPEL is the concept of a partner with which the WS-BPEL process interacts.  The 

interaction with each partner occurs through Web Service interfaces, using what is called a partnerLink. In 

order to achieve a business goal, a WS-BPEL process orchestrates and coordinates such Web Service 

interactions with all the partners, and, in doing so, handles all the state and the logic necessary for this 

coordination. The process logic is centralized in one location, as opposed to being distributed across and 

embedded within multiple services, thus freeing partner services from implementing any complex 

coordination functionality. Another useful feature of WS-BPEL  processes is the fact that they are 

themselves deployed as Web Services, allowing for recursive composition while exploiting the 

interoperability provided by the lower-level Web Services stack such as WSDL[28], SOAP[29] and WS-

Addressing[30]. 

 

WS-BPEL has a rich set of activities and handlers that are typical of constructs found in standard 

programming languages. This resemblance to standard programming languages makes the development of 

large-scale distributed applications look and feel familiar to programming-in-the-small developers. A brief 

but incomplete overview of the major constructs in WS-BPEL is given next. 

 

4.1. WS-BPEL Activities Overview 

 

The major building blocks of WS-BPEL processes are activities. There are two types: structured and basic. 

Structured activities can contain other activities and define the business logic between them. In contrast, 

basic activities perform only their intended purpose, like receiving a message from a partner, or manipulating 

data.   

 

Basic activities are used for invoking and providing Web Services operations (“Invoke”, “Receive”, 

“Reply”), for updating process variables (“Assign”), for signalling and propagating internal faults (“Throw” 

and “Rethrow”), for delayed execution (“Wait”) and for immediately ending a WS-BPEL process (“Exit”).  

 

Structured activities cover more complex processing such as sequential processing (“Sequence”), 

Conditional behaviour (“If”), repetitive execution (“While”, “RepeatUntil”), selective event processing 

(“Pick”), parallel and control dependencies processing (“Flow”) and processing multiple branches 

(“ForEach”).  

 

More details can be found in the WS-BPEL document [7]. We consider further here parallelism and 

concurrency features of the language, namely, the ”Flow” activity, the parallel variant of the “ForEach” 

activity and Event Handlers. Note also that in WS-BPEL, there is no distinction between the terms “parallel” 

and “concurrent”. 

4.1.1. Concurrent Processing using the “Flow” activity 

The “Flow” activity allows all activities nested within it to execute concurrently. A “Flow” completes when 

all its nested activities complete. Another powerful feature of the “Flow” activity is the ability to express 

synchronisation dependencies between activities. 
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4.1.2. Concurrent Processing using the parallel “ForEach” activity 

The “ForEach” activity in WS-BPEL is one of three in the group of repetitive activities, the other two being 

“While” and “RepeatUntil”. In its default behavior the “ForEach” activity iterates N times over a given set 

of nested activities.  In the parallel variant of “ForEach”, instead of performing each loop iteration 

sequentially, all loop iterations are started at the same time and processed in parallel.    

4.1.3. Concurrent event processing 

Event Handlers are invoked when a corresponding event occurs. There are two types of events; inbound 

messages and alarms that go off after a certain time.  Message events represent Web Services operations 

exposed by a process. They are modelled as (onEvent) elements of the EventHandler. Timer events are 

modelled as (onAlarm) elements. Event handlers allow any number of events to occur and be processed in 

parallel. 

 

4.2. Extension to WS-BPEL 

 

WS-BPEL is focused on orchestrating interactions between Web Services only. For real-world applications it 

is often necessary to include human interaction with the process (such as the ability to interact with a real-

time data analysis programme). The BPEL4People[31] and WS-HumanTask[32] specifications define a new 

type of basic activity that enable modelling of human interaction, which may range from simple approval or 

cancellation of a task,  to complex scenarios such as separation of duties, and collaborative interactions 

involving ad-hoc data. The specification introduces the people activity as a new type of basic activity, which 

enables the formulation of human interaction in processes in a more direct way. These extensions allow WS-

BPEL to be used beyond the domain of simply orchestrating Web Services. 

 

5. Windows Workflow Foundations (WF) 

  

Windows Workflow[8] is an integral part of Microsoft’s (.Net 3.5) technologies that are used for building 

modern distributed applications. It provides a common foundation for building workflow-based applications 

on Windows, whether those applications coordinate interactions among systems (services), people, or both.  

WF is explicitly focused on addressing these two kinds of workflow in a unified way. To do this, it provides 

both sequential workflows, capable of executing activities in a pre-defined pattern, and event-based state 

machine workflows capable of responding to external events as they occur. State machines make it easy to 

model the more loosely defined nature of human workflow, while sequential workflow fits better with 

system workflows.  

 

There are a lot of similarities between WS-BPEL (and its extensions) and WF, especially from a 

programming constructs point of view. But differences arise when looking at deployment and run-time 

features. While WS-BPEL is implemented and deployed on many platforms, WF is tightly coupled to the 

Microsoft Common Language Runtime (CLR). While this limits WF’s portability, it has allowed Microsoft 

to address problems and rapidly add features to their platform on a quicker time scale, than WS-BPEL. 

Although these run-time issues are important, we will not expand on them here, but give a brief comparison 

between the two types of WF (sequential and state machine) and their WS-BPEL counterpart. 

 

5.1. Sequential workflow 
 

Sequential workflows are intended for applications where the workflow’s activities are executed in a well-

defined order, that can include loops, branches and other kinds of control flow, but the workflow nonetheless 

has a defined path from beginning to end. The sequential base activity library is very similar to WS-BPEL’s 

and this is no surprise since they both were designed with system workflow in mind.  In table 2, some typical 

WS-BPEL activities and WF activities (or classes) having similar functionality are shown. Note, however, 

that sometimes important differences exist between the activities on the left- and right-hand side of the table. 

For example, the WF “Code” activity is a powerful construct that allows the inclusion of any Visual Basic or 
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C# code in the workflow, while the WS_BPEL “Assign” activity is only used to copy data from one variable 

to another or to construct and insert new data using expressions.  

 

For concurrency support, WF has the “ParallelActivity” class which can run a set of child activities in 

parallel.   

 

 

WS-BPEL Activity WF Activity 

Receive Start or WebServiceReceive or Receive 

Reply Finish or WebServiceResponse 

Invoke InvokeWebService or Send 

Assign Code 

Throw Throw 

Wait Delay , Suspend 

Sequence Sequence 

If, ElseIf IfElse 

While While 

Scope Scope 

Flow Parallel 

Pick Listen 

Compensate Compensate 

Exit Terminate 

FaultHandlers ExceptionHandler/ExceptionHandlers 

Table 2: Similar WS-BPEL and WF activities (classes) 

 

 

5.2. State Machine workflows 
 

Unlike a sequential workflow, which structures its activities into a pre-defined order, a state machine 

workflow organizes its activities into a finite group of states and events that trigger transitions between these 

states. Organising a workflow’s activities like this is useful when the exact sequence of events isn’t known in 

advance, such as for event-driven workflows that coordinate the work of people rather than just applications. 

State machines can model similar concurrency scenarios to those that are achieved (in WS-BPEL[6]) with a 

combination of concurrent event processing and its (BPEL4People[31] and WS-HumanTask[32]) extensions. 

It is also worth mentioning that all parallel extensions of the .Net framework are available to the developer in 

addition to WF, for expressing concurrency at finer levels. 

 

6. DSS/CCR 

 

Workflow models such as WS-BPEL and WF address only the orchestration of loosely coupled, coarse-

grained services but do not lend themselves to modelling the internal implementation details of services 

themselves, where fine-grained, tightly coupled tasks need to be coordinated.  A separate programming and 

cordination model (i.e. programming-in-the-small) is usually used for that pupose. With the broad 

deployment of multi-core systems coinciding with the broad adoption of distributed Grid and Cloud 

Computing environments, there is renewed interest in a common programming model that can address 

orchestration and coordination accross the whole spectrum. One such model is  the combination of the 

Decentralized System Services (DSS)[33] and the Concurrency and Coordination Run time (CCR)[34] from 

Microsoft.  
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While the CCR provides a  scalable way to program asynchronous operations (both local and remote) and 

coordinates among multiple responses[35],  DSS sits on top of CCR and provides a lightweight model 

(messaging and notifications) that is particularly suited for creating Web applications as compositions of 

services running in a distributed environment. In the next two sections we examine CCR and DSS in more 

detail.  

 

 

6.1. CCR 
 

CCR[34] is a Library that addresses the need to manage asynchronous operations, deal with concurrency, 

exploit parallel hardware and deal with partial failure. Synchronous calls such as I/O operations often need to 

wait a long time for the requests to finish, resulting in a lack of responsiveness and scalability.  

Asynchronous calls offer a significant benefit in this regard, but it is difficult to coordinate the many actions 

that are happening at the same time on many threads or many processes. CCR makes it much easier to deal 

with parallelism without the burden of coordinating multiple threads explicitly. Low-level threads assume 

that the primary communication between them is shared memory, forcing the programmer to use very 

explicit, error-prone methods to synchronise access to that shared memory. CCR uses higher level constructs 

that make such coordination much easier for the programmer.  

 
Fig. 1:  CCR Class hierarchy 

 

In CCR,   I/O operations use the concept of a “port”, which is an object that represents a queue of items.  In 

addition to “ports”, CCR  uses two other primitives, “arbiters” and “dispatchers”, the first for coordination 

and the second for scheduling tasks associated with the completion of  messages.   When items are posted to 

a “port”, some appropriate tasks are scheduled for execution, by one or more “arbiters” being registered with 

that “port”.  

 

“Arbiters” are the feature that enables CCR’s powerful coordination features. When there are no “arbiters” 

attached to the port, the item is simply added to a queue. If there are arbiters present, each one will be called 

to evaluate the item and decide if a task should be created and scheduled for execution.   

The “Arbiter” coordination primitives provided by the CCR can be used for inbound requests or for 

responses from one or more outstanding asynchronous requests. One example in the first category is a Web 

Service listening for requests on some network port, using a CCR port to post all inbound requests and 

attaching handlers that wake up and serve each request independent of each other. One example in the 

second category is scattering multiple requests at once, then collecting all the responses using a single 

primitive, not caring in what order the responses arrive across a single or multiple response ports. 

 

In CCR a “Dispatcher” object is used to manage a thread pool executing the tasks that are created and 

scheduled for execution by “Arbiter” objects. When you construct a “Dispatcher” object, you can pass to the 

constructor the number of threads you desire. By default, the “Dispatcher” creates one thread for every CPU 

in your computer. The CCR enables the creation of multiple thread pools or multiple “Dispatcher” objects. It 

is the “Dispatcher” object that shields the developer from the low level, error-prone multithreading. When 

 

 

   Arbiter 

Port <I> 

Data Item Queue 

ReceiverTask ReceiverTask 

Port <I> 

Data Item Queue 

 

 DispatcherQueue 

(Work Items) 

DispatcherQueue 

(Work Items) 

Dispatcher 

(Thread Pool) 
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combined with the coordination features provided by the “Arbiter” objects, it makes CCR  a powerful model 

for concurrent programming. DSS extends the benefits of CCR to distributed systems as explained in the 

next section. 

 

6.2. DSS 

 

DSS[33] builds on the existing Web model provided by HTTP augmented by the SOAP-based structured 

data manipulation and event notification. As in SOA, services are the key components of the DSS 

application model. Interaction with DSS services happen either through HTTP or the DSS protocol 

(DSSP)[33]. DSSP is a simple SOAP-based application protocol that defines a lightweight service model 

with a common notion of service identity, state and relationships to partner services, as pictured in Figure 2. 

 

 
Fig. 2:  Anatomy of a  DSS service 

 

 

Services are executed within the context of a DSS node. A DSS node is a hosting environment that provides 

support for services to be created and managed until they are deleted or the DSS node is stopped. Services 

are inherently network enabled and can communicate with each other in a uniform manner regardless of 

whether they are executed within the same DSS node or are distributed across the network.  

 

The uniform model for communication and coordination within the same node (for tightly coupled, fine-

grained tasks) or across the network (for loosely coupled, coarse grained tasks) is enabled through the use a 

main “port”. The main “port” is a standard CCR “port” where messages from other services arrive. For each 

of the DSSP operations defined on the main “port”, service handlers need to be registered to handle 

incoming messages arriving on that “port”.  

 

A common pattern used in DSS services is that of subscribing to other services. A service generates event 

notifications as a result of changes to its own state. For each subscription that a service has established with 

other services, the service will receive event notifications on separate CCR “ports”. By using different 

“ports” for each subscription, it is possible to differentiate event notifications and determine which 

subscription each event notification is associated with. Furthermore, because event notifications arrive on 

“ports”, it is possible to coordinate actions arising from event notification messages using the full spectrum 

of CCR primitives. 

 

When a service instance is created within a DSS node, it is dynamically assigned a Uniform Resource 

Identifier (URI) by the constructor service. This service identifier refers to a particular instance of a service 

running on a particular DSS node. The service state is a representation of a service at any given point in time. 

One way to think of the service state is as a document that describes the current content of a service. 

 

Partner services are other services that a service interacts with and possibly depends on in order to function 

properly. This concept is similar to one used by WS-BPEL. By declaring a set of other services as partners, a 

service can indicate to the runtime that it wants to be wired up with these services as part of the creation 

process of the service itself.  

 

Service Identifier 

State 

Main 

Port 

Service handlers 

Partner 

Notifications 

Partner 
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The combination of CCR and DSS has already found uses in a variety of fields ranging from robotics to high 

performance financial applications [36]. 

 

7. Discussion 
 

Recent advances in computer technology and architectures have generated a resurgence of interest in parallel 

and distributed programming models and tools, beyond academic and computing specialist circles.  In the 

drive for better performance and easier programmability, two approaches for developing internet scale 

applications are emerging, the first starting from programming-in-the-small for tightly coupled, fine-grained 

parallelism, and the other from programming-in-the-large for loosely coupled, coarse-grained parallelism. 

Both approaches attempt to cover the whole spectrum by incorporating more features. 

 

In the first category, the availability of teraflop (and petaflop) systems and  multi-core systems is  seeing new 

advances in parallel (concurrent) programming,  such as  the  new generation of high productivity 

programming languages Chapel[16], X10[17] and Fortress[18]. They allow easier programmability than the 

traditional Thread or MPI or openMP models, for both data-parallel and task-parallel problems, but it will be 

some time before they are ready (planned for 2010) and then widely adopted, if ever. Typically, they 

combine ideas from shared-memory and distributed-memory programming models and aim to provide the 

best of both worlds.  In expectation of the continuous rise in the number of processors per computer, the new 

models are designed with scalability as a priority, and less attention to other important issues, such as how to 

deal with heterogeneous resources or security issues. 

 

In the second category,  Grid and Cloud Computing are enabling a new generation of distributed 

applications. A variety of programming models ranging from Master/Worker to  workflow languages are 

used. When connecting, heteregeneous systems, interoperabity is handled by using SOA principles and 

technologies such as Web Services and security is also dealt with.  

 

Beyond these two approches, new models that attempt to bridge the gap between them are now emerging. 

CCR/DSS, for example, handles concurrency and coordination uniformly for both local and distributed tasks, 

and significantly eases distributed, SOA-based applications.  But being a Microsoft technology, it is not 

easily portable to other operating system platforms without cost. The new high-productivity languages try to 

make parallel programming as painless as possible, by supporting data and task distribution and many levels 

of parallelism, be it at the statement, function or module level, but they do not yet  address many issues of 

programming-in-the-large for complex internet scale applications.   

 

Currently, applications that take advantage of multi-core, multi-processor, cluster and Grid systems, need to 

be decomposed into components, with the target infrastructure topology in mind, as well as granularity and 

coupling considerations. Particular attention is paid to load-balancing parallel tasks, so as to avoid the 

problems of smaller tasks wasting resources while waiting for longer tasks to complete. Such an approach 

makes porting these applications between different Grid and Compute Cloud offerings a daunting task. New 

programming models are needed, that will make it possible to change the target infrastructure architecture or 

topology and distribute tasks across nodes, without needing to re-engineer the application from scratch. 

Already some exploratory projects (e.g. Microsoft Midori project [37]) for such adaptive technologies are 

underway but it will be some time before we see a working prototype that truly allows porting applications 

from one infrastructure architecture or topology to another without major changes.  
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