
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

This is the author’s final, peer-reviewed manuscript as accepted for publication (AAM). The version 

presented here may differ from the published version, or version of record, available through the publisher’s 

website. This version does not track changes, errata, or withdrawals on the publisher’s site. 

Published version information 

Citation:  V Bunakov. “Metadata integration with labeled-property graphs.” In: E 
Garoufallou, F Fallucchi, E William De Luca (Eds.) Metadata and Semantic Research. 
MTSR 2019.  Communications in Computer and Information Science, vol. 1057.  
Springer (2019): 441-448.  
 
DOI: 10.1007/978-3-030-36599-8_41 
 
The final authenticated version is available online at Springer via DOI above. 
  
 
 
This version is made available in accordance with publisher policies. Please cite only 
the published version using the reference above. This is the citation assigned by the 
publisher at the time of issuing the AAM. Please check the publisher’s website for 
any updates. 
 

This item was retrieved from ePubs, the Open Access archive of the Science and Technology 

Facilities Council, UK. Please contact epubs@stfc.ac.uk or go to http://epubs.stfc.ac.uk/ for 

further information and policies. 

 Metadata integration with labeled-property graphs 

Vasily Bunakov 

 

https://doi.org/10.1007/978-3-030-36599-8_41
mailto:epubs@stfc.ac.uk
http://epubs.stfc.ac.uk/


Metadata integration with labeled-property graphs 

Vasily Bunakov1 

1 Science and Technology Facilities Council, Harwell OX11 0QX, United Kingdom 

vasily.bunakov@stfc.ac.uk 

Abstract. The work reflects on the use case developed by FREYA project that 

employs labeled-property graph for the integration of metadata from diverse 

sources. The role of persistent identifiers in metadata integration is discussed, 

and a solution is proposed for the dynamic characterization of the integrated 

graph. The result of this characterization can be considered a metadata model for 

the labeled-property graph and can be used for the graph exploration, the graph 

content monitoring, also for the graphs comparison and for the automated gener-

ation of machine interfaces (APIs). 
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1 Introduction 

The FREYA project [1] is devoted to the use of persistent identifiers (PIDs) for discov-

ery, access and use of research resources. It is a view of FREYA that PIDs and PID 

services can support FAIR principles in respect to research data [2] and other research 

artefacts, and therefore can contribute to the foundations of Open Science. The three 

conceptual pillars of FREYA are: 

 PID Forum – a communication hub for engagement with research stakeholders who 

produce, use, or are otherwise involved with persistent identifiers. The PID Forum 

is not just a concept but has an online presence [3]. 

 PID Graph – a range of implementations that demonstrate the value of persistent 

identifiers when they get connected; this pertains to the more traditional PID types 

such as for publications or data, also to the emerging PID types such as for scientific 

instruments or research organizations. 

 PID Commons – a range of best practices and business models in support of sustain-

ability of the project outcomes. 

FREYA partners have developed a number of use cases [4] that represent various sce-

narios of the PIDs use and that contribute to the development of pilot IT applications 

in particular organizational or research discipline contexts. The graph implementations 

vary in terms of logical modelling or information technology used; this work is inspired 

by the use case of the PhD research graph [5], [6] with a special focus on metadata 
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integration techniques and on their implications for what can be considered a metadata 

model for labeled-property graphs [7]. 

The lessons learned and the suggestions made may have value beyond the particular 

use case and be applicable to the use of labeled-property graphs for metadata integration 

in general, including for the post-integration curation of the graph and for its exposure 

via machine interfaces. Compared to other possible methods of the labeled-property 

graphs characterization, such as the use of tabular or RDF representations, the sug-

gested approach is based on the use of “metagraphs” that are property-labeled graphs 

in themselves. 

2 PhD research use case in FREYA 

The PhD research use case was devised by two FREYA partners: STFC [8] and The 

British Library to explore connections between STFC institutional repositories and 

EThOS service for theses and dissertations [9]. The ultimate goal as it was perceived 

when this use case development started was to allow various kinds of impact studies 

traced back to experiments in STFC large-scale research facilities and to STFC PhD 

block grants awarded to the UK universities in support of PhD studentships. 

 Organizational, operational and funding context of the PhD research supported by 

STFC is represented by Figure 1. 

 

Fig. 1. Organizational, operational and funding context of the PhD research supported by 

STFC. 

This conceptual model is in fact a representation of the STFC business model in 

support of the PhD research. As this conceptual model can be represented as a graph, it 

seemed only natural to use it not only as a representation of business processes but also 

as a logical model for the actual integrated IT resource. The NEO4J labeled-property 

graph database [10] was chosen as an IT solution for the integration of metadata from 

STFC repositories and EThOS, and a few other metadata sources were incorporated on 
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the way, notably GRID.AC database was used as a source of organizational identifiers 

[11]. 

3 Metadata sources and metadata integration techniques 

for the PhD research use case 

The metadata sources used for integration are represented in Figure 2.  Metadata mod-

els, as well as methods of metadata acquisition differed for different sources: in some 

cases, it was bulk metadata export and import in a CSV format, and in some cases 

content negotiation resulted in DOIs resolution in JSON that was further parsed with 

NEO4J procedures. 

 

 

Fig. 2. Metadata sources for integration in a common PhD research graph. 

The nodes in the graph were initially representations of bibliographic records in repos-

itories, also of data records from DataCite and organizational records from GRID.AC. 

Then the graph was expanded with Person, University and Facility nodes and with re-

lations exemplified by those in Table 1. 

 

Relations created Relations meaning 

AwardedDegreeTo Connects University and PhD awarded 

with the degree 

Authored Connects a PhD and a thesis that she au-

thored 

sameThesisAs Connects manifestations of the same 

PhD thesis in different repositories 

ExperimentedOn Connects a PhD and a facility she exper-

imented on 
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Table 1. Main relations in the integrated graph. 

For matching bibliographic nodes, Levenstein distance [12] between theses titles 

was used, and properties were occasionally propagated using simple inference based 

on different manifestations of the same thesis matched. The propagated properties may 

include various PIDs, which is an illustration of a dual role of PIDs in metadata inte-

gration using graph technology: the PIDs can certainly facilitate metadata records 

matching and their integration in a common graph, also they can be propagated from 

one node to another in cases where the nodes relation has been established by other 

means than PIDs matching (or when other PIDs – not those to be propagated – were 

used for connecting nodes in the first instance). 

The graph was initially based on repository records relevant to the PhD research 

supported by STFC either in the monetary form (studentship grants) or as grants-in-

kind in the form of facilities beamtime awarded to PhD students as visitor scientists. 

Yet other opportunities of the graph enrichment were used opportunistically, too, spe-

cifically records from Imperial College London Spiral repository [13] and records from 

National Compound Collection [14] hosted by ChemSpider service [15]. The latter case 

is quite important as it paves the way for connecting more than forty thousand chemical 

data records to the PhD theses bibliography and full texts. 

These opportunities for the graph expansion that are facilitated by available metadata 

sources and handy information technology come at a price though, as the graph starts 

to represent different perspectives: of a PhD research supported by STFC and of a PhD 

research in chemistry; the connections between these perspectives do exist, but the 

graph becomes more loosely connected.  

 

 

Fig. 3. Different PhD research contexts represented in the same graph. 

Having a loosely connected labeled-property graph is appropriate as a new kind of 

information infrastructure that can support various use cases, and not necessarily those 

envisaged when the graph was initially designed – which universality is in the nature 

of any true infrastructure. However, the opportunistic graph development with metadata 

acquired from various sources raises a number of conceptual and practical questions, 

such as what is the metadata model for the resulted graph, or how this model can sup-

port reasoning over the graph shape, or the graph comparison with other graphs, or how 
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this metadata can contribute to the development of user and machine interfaces to the 

graph content. 

The diversity of metadata in the graph with diverse contributing metadata sources 

that can express different information contexts is illustrated by Figure 3. The graph 

incorporates metadata acquired from the British Library EThOS service as well as from 

STFC institutional repositories and ChemSpider; it is a part (a subgraph) of a bigger 

PhD research graph that has been described in [5] and [6].  The graph represents three 

different contexts for the PhD research:  

 the multiple nodes connected to the Diamond Light Source node on the left and to 

the ISIS neutron and muon source node on the right are PhD researchers supported 

by granting them time on one of these large-scale research facilities (grants-in-kind);  

 the shorter chain on the bottom corresponds to the PhD researcher in particle physics 

supported by an STFC monetary grant;  

 the longer chain on bottom-left has nothing to do with STFC but was supported by 

the University of Bristol and resulted in the ChemSpider thesis record and data rec-

ord for the chemical compound explored. 

 

This is one interconnected graph, but originating from several metadata sources 

(each with its own original metadata models) and with several different information 

contexts that the graph represents. So the question is what metadata can characterize 

the graph as a whole, and how this metadata can be used in practice?   

4 Metadata for the characterization of labeled-property 

graphs, and possible uses of it 

One method of presenting metadata for the entire graph could be using a tabular form. 

The Table 1 can be extended with counts of relations and nodes that the relations con-

nect. The nodes themselves (different labels of them) can be counted, too, and added to 

the table. This will give us only a shallow characterization of the graph though, as the 

properties of the nodes and of relationships will remain unreported. 

There is a technical difficulty, too, for managing the tabular form of the graph 

metadata model as the graph database engine is not an ideal fit for managing tabular 

data – hence some external (additional) IT solution may be required, which means not 

only a technological complication but also less control over the consistent reflection of 

the evolving graph structure (e.g. because of the new metadata sources integrated). 

Another possibility would be using RDF for modeling the structure of labeled-prop-

erty graphs. This approach has its benefits rooted in the universality of the RDF nota-

tion, but implies using yet another technology or two (triple store and mapping lan-

guage) for the reflection over the structure of the graph database. 

As an alternative to a tabular or an RDF-based model, it should be possible to express 

the dynamic nature of the labeled-property graph again in the form of a labeled-property 

graph – that can be called a “metagraph” as its purpose is to reflect on the structure of 

the underlying graph and to serve as its metadata model. 
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 The ”metagraph” for the aforementioned graph in Figure 3 can look like that in Fig-

ure 4. The numbers stand for the counts of nodes of appropriate types (with appropriate 

labels). The nodes properties may contain counts for the equally named properties in 

the original graph that is under characterization; the same principle applies to the prop-

erties of relations in the “metagraph”. 

Building the “metagraph” certainly implies a reduction of  information that the orig-

inal graph contains, e.g. for the case presented in Figure 3, the information is lost in the 

“metagraph” about what PhDs performed research on what particular facility. The good 

news is though that a “metagraph” can be generated using the same API or query lan-

guage offered by the host graph database – so that the generation of the “metagraph” 

can be automated – also the “metagraph” can be managed using the same graph data-

base technology (within the same or adjacent instance of the graph database). The au-

tomated “metagraph” generation is especially important in the situation when the orig-

inal graph is being grown opportunistically via acquisition of more metadata from ex-

isting sources or from new sources (bearing different metadata schemas), or when the 

graph is frequently changed owing to any other reason. The “metagraph” can be auto-

generated each time when the original graph is updated, and placed as “metainfor-

mation” in the same graph database, or in an adjacent instance of it. 

 

 

Fig. 4. “Metagraph” for the subgraph in Figure 3. Numbers correspond to the numbers of corre-

sponding entities in Figure 3. 

 The main cases where the “metagraph” can be useful: 

 Graph exploration: quick characterization of the dynamic graph, and pre-

senting its characteristics to the user as a “big picture” of what is there in the 

graph. 

 Monitoring graph properties: as an example, monitoring the proliferation of 

various PID types used as attributes of the graph nodes and relations. 

 Graphs comparison: the “metagraph” can be used as a hash function of a 

kind: if the “metagraphs” are different then it is likely that the original graphs 

from which they have been produced are different, too. Special cases of this 

check are the comparison of two versions of the same graph, also the check on 
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the integrity of the original graph to see if it has been tampered with (“meta-

graph” in the role of a checksum). This use of “metagraphs” has its limitations 

as different graphs may reflect onto the same “metagraph”, but it may be all 

right as a “quick and dirty” check on the graphs potential equivalence. If the 

“metagraph” itself grows big (owing to the underlying graph diversity), then 

a “metagraph of a metagraph” can be produced recursively, so that the com-

parison of the initial underlying graphs starts with “metametagraphs”. 

 Autogeneration of machine interfaces (APIs) to the graph. As the “meta-

graph” is a fairly detailed reflection  (when it includes the counts of labels and 

properties) of what is in the original graph, it is possible to introduce simple 

rules for the autogeneration of information structures in support of machine 

interfaces, e.g. GraphQL schemas [16]. What nodes, relations and properties 

of the original graph to include in the GraphQL schema can be decided based 

on certain minimal thresholds for the respective counts of these nodes, rela-

tions and properties in the “metagraph” – so that most popular features are fed 

in the schema. 

5 Conclusion 

Proliferation of traditional and emerging types of persistent identifiers facilitates build-

ing connected representations of research in the form of labeled-property graphs. Such 

graphs can be built incrementally and opportunistically using various sources of 

metadata that comply with different formats. The resulted labeled-property graphs do 

not bear any metadata model, yet there is a practical need in their characterization for 

the purposes of their exploration, monitoring, comparison, and access to their content 

via machine interfaces (APIs). 

 Characterization of a labeled-property graph by means of another labeled-property 

graph (a “metagraph”) has advantages of conceptual uniformity and technological via-

bility before alternative tabular or RDF representations. 

 The further exploration of the suggested approach to the labeled-property graphs 

characterization is going to look into a possibility to reuse and expand the existing 

standard and community-developed algorithms for the graph databases. The most 

promising case for the practical application of the suggested approach is the autogen-

eration of machine interfaces (APIs) to the labeled-property graphs that have been op-

portunistically and incrementally created from disparate sources of metadata.     
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